
  
Abstract—We consider  the problem of der iving detailed 
network management information from relatively easy-to-
measure cross-network packet delay measurements.  
Specifically, we are interested in discover ing and/or  tracking 
network topology and link per formance metr ics.  Our 
measurement style is “ sparse active” , meaning that the 
monitors generate their  own packets, but at a low, non-
intrusive rate. 
Our main results are in the invention and exploration of 
several methods for  topology discovery.  A strong negative 
result we found ear ly on, is that the set of end-to-end path 
delay measurements is usually not sufficient information to 
simply “ solve”  for  the link delays; i.e., the system is 
underdetermined.  We thus turned our focus to approaches 
for  determining the gross structure of the network using 
var ious assumptions, providing as much detail as the data 
permits.  In this paper, we will present two such approaches, 
both based on graph-theoretic methods. 
One approach, which we call the “ distance realization 
method” , iteratively applies transformations to a fully 
connected graph to minimize the total edge length while 
maintaining the end-to-end distances between the monitors. 
This method can approximate the shape of a network from 
end-to-end delay measurements, but cannot always get the 
details around the edge of the network correctly.  The other  
approach, called the “ matroid method” , works from an 
intermediate result.  Given the unordered set of links on each 
path, the matroid method can usually solve for  the 
discoverable por tion of the graph.  (Sometimes there are small 
clouds that cannot be internally resolved.)  Another method 
currently being explored will complete the work by der iving 
the intermediate result from the monitor  delay measurements.  
This method correlates the time behavior  of path delays with 
each other  to infer  the existence and commonality of links 
within the network. 
We have coded and deployed network monitors.  Because our 
monitors rely on the accuracy of machine clocks at each 
monitor  (usually synchronized using NTP), we found 
significant clock dr ift effects.  We have invented a method to 
correct for  these effects.  (Whether this compensation is 
always sufficient remains to be assessed.) 
 
Index Terms—topology discovery, clock dr ift correction, 
distance realization, matroid method, correlation method 
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I. INTRODUCTION 

The Felix Project’s goal is to research and prototype a 
network health monitoring system that is independent of 
traditional network management infrastructure.  This 
independence provides several advantages that can 
contribute to much more robust network management.  The 
conventional way to keep track of network topology is to 
manually construct a database as the network is built.  This 
is prone to human error, and is difficult to keep up to date.  
A more sophisticated method is “auto-discovery”  where a 
network management system can find and track the identity 
and location of network elements through a protocol such 
as SNMP.  This mechanism is a reasonable basis for 
automated network management, but can stil l be 
inoperative or inadequate under several conditions.  First, 
packet networks today are composed of many technologies, 
particularly at layer 2.  While a set of IP routers may be the 
network at layer 3, there can be packet congestion, failure, 
errors etc. in layer 2 network elements that are not visible to 
layer-3 network management tools.  For example, ping and 
traceroute are commonly used to identify IP routers on a 
path, but these programs will not see ATM or Frame Relay 
switches.  A second reason auto-discovery may be 
insufficient is that network management mechanisms must 
be consistently built into all of the network elements, and 
that requires standardization, acceptance by multiple 
vendors, and time for implementation.  Third, service 
providers may consider information about their network 
topology and performance proprietary, and may be reluctant 
to allow access to their networks for auto-discovery of this 
information.  Finally, networks may be subject to intrusion 
or attack (or in some cases, program bugs) that compromise 
some network elements or connectivity making auto-
discovery impossible. 

Another goal, apart from topology discovery, is the 
assessment of network health, meaning the quantitative 
assessment of performance on each link of the network in 
terms of delay, loss, throughput, or traffic load.  The 
derivation of this information from end-to-end delay (or 
other) measurements represents a decomposition of the end-
to-end behaviors measured on all paths into a consistent set 
of link behaviors. 

This paper focuses on techniques for monitoring of the 
Internet to discover its topology and performance.  The 
measurement approach is “sparse active monitoring”  where 
a low level of traffic is exchanged among a set of monitors.  
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A number of methods to infer network topology and 
performance from delay data are explored.  We also address 
related issues of the monitor itself and data collection and 
storage.  The use of one-way delay measurements presents 
a challenge in that monitor clocks may not be sufficiently 
synchronized, and delay data must be corrected for clock 
drift.  The technologies enabled by this research may be 
useful in ascertaining and tracking dynamic network 
structure and behavior in situations where normal network 
management is inadequate due to technical feature 
interactions, lack of consistent management systems across 
disparate technologies, or system compromise due to 
network intrusion or attack. 

II. HIGH LEVEL VIEW OF THE PROBLEM 

Figure 1 shows a “big picture”  view of the topology 
discovery and performance assessment problems. 
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Figure 1.  Topology discovery and performance assessment.  

For a set of monitors placed throughout the Internet (or a 
regional network, a domain, etc.), measurements of delay 
are taken periodically along paths between each pair of 
monitors.  The raw data consists of packet timestamps, 
identities of source and destination monitors, sequence 
numbers (to measure loss), etc.  For the purpose of 
developing algorithms, we have coded a simulation that can 
produce similar data for an artificial network configuration.  
A “ topology discovery”  process ascertains the structure of 
the network that contains the monitors.  Note that we 
cannot discover all of the network, since there may be areas 
with no monitors, or links that no monitor-to-monitor paths 
cross.  We refer to the discoverable network for a certain 
set of monitors as the “ reduced graph” . 

The topology discovery process may be composed of 
several algorithms working together, and there may be 
meaningful intermediate results that we can identify.  These 
are especially useful if there are several ways to get to the 
result and several independent methods to get from that 
result to the final topology.  These results help to structure 
the overall problem.  For example, a “common component 
matrix”  identifies which paths share some network element, 
though we do not know anything else about the specific 
elements.  At a subsequent stage, we may have the “path-
component matrix” , where we know which network 
elements (links or nodes) are on each path between 

monitors, but we do not know the order.  Finally, when we 
can correctly order the elements, we have enough 
information to draw a graph. 

The next step in rendering a map of the network is to draw 
the graph in a logical and legible way.  If we have some 
geographic information about the network elements, or just 
a subset such as the monitors themselves, we can render the 
graph into a geographically meaningful map.   

The “performance assessment”  algorithms decompose what 
is known about the end-to-end performance along each path 
between monitors into performance information for each 
intermediate link or network element.  The performance 
information can be used to annotate the network map.  
Performance assessment will not be addressed in this paper. 

The final target output of the Felix system is a network map 
with independently discovered topology and a quantitative 
assessment of the performance of network elements.  In 
cases where we have incomplete information about the 
network or its performance, we attempt to render that 
partial information in the most meaningful and useful way. 

III. DATA COLLECTION 

Data for testing our topology discovery algorithms comes 
from three sources: data collected by Felix monitors, 
developed specifically for this project; data from the 
Surveyor project [1], obtained from Advanced Network and 
Solutions, Inc.; and simulated data.  For the Felix monitor 
and Surveyor cases, the monitors are distributed at the 
edges of the network to be monitored. 

Felix monitors send UDP packets to each other and collect 
delay and loss information.  The delay and loss information 
is collected in a central location, called the archive server.  
Each data element is a tuple consisting of source and 
destination host identifiers, a time stamp (the time the 
packet was sent), the measured delay between the source 
and destination hosts, and the number of missing packets 
since the last packet was received from the current source 
by the current destination.  

Felix monitors are implemented in software and rely on the 
local clocks on the hosts on which they are running.  Local 
clocks are often not very accurate due to clock skew and 
clock drift; this can have a significant effect on delay 
measurements.  For the Internet hosts we were provided 
access to, some clocks are kept synchronized using the 
Network Time Protocol (NTP), but in most cases the clocks 
were not synchronized at all.  In the NTP case, we have 
observed variations between clocks on different monitor 
hosts on the order of plus or minus 10 milliseconds, which 
is the same order of magnitude as the delay measurements.  
Without NTP, we have observed differences of up to 
several minutes for the local clock times on different hosts.  
Because of these variations, we have investigated methods 
to subtract the effects of clock drift from delay 
measurements.   

We have also made arrangements with Advanced Network 
and Solutions to use data collected by the Surveyor project 



[1].  The Surveyor boxes avoid clock drift problems by 
using GPS receivers, and Advanced claims that their delay 
measurements are accurate within 50 microseconds [4]. 

IV. DEALING WITH CLOCK DRIFT 

In our early analysis of data collected by the Felix monitors, 
we observed that clock drift had a significant effect on the 
delay measurements.  There were two indicators of the 
clock drift problem.  First, we expected that the time series 
plots of delays would have a flat bottom which would be 
the minimum time for a packet to traverse the network, i.e., 
the transit time when there was no congestion in any of the 
routers along the path.  However, we observed that this was 
not the case (Figure 2 or Figure 3); the bottom of the time 
series curves (which we shall call the lower envelope of the 
curve) drifted up and down.  Second, we observed that the 
lower envelopes of time series plots for delays between the 
same pair of monitors in opposite directions had the same 
shape but with one of the directions inverted (Figure 2 and 
Figure 3).  This is consistent with clock drift.  For example, 
shifting one monitor’s clock forward increases measured 
delays for packets sent to that monitor from other monitors 
and decreases measured delays for packets sent from that 
monitor, relative to delay measurements made before the 
clock was shifted. 

We constructed a clock drift removal algorithm that takes 
advantage of the fact that clock drift has equal and opposite 
effects on measurements for paths in opposite directions, 
while real delay variations affect the measurements for one 
or both direction paths in the same direction.  For example, 
if there is an increase in the real delay in one direction, the 
delay measurement for the other direction will be either 
higher (for bi-directional links) or unaffected; the delay in 
the second direction will not be lower because of the 
increased delay in the first direction (although it could be 
lower coincidentally). 

Our clock drift removal algorithm is as follows: 

1. Computer lower envelope curves for paths between 
two monitors in opposite directions 

• Divide the time series into intervals of fixed 
duration, such that several delay measurements are 
expected to fall into each interval.  Use the 
minimum delay measurement in the interval as the 
lower envelope value for that interval. 

2. Shift each lower envelope curve so that its mean (or 
other measure of central tendency) is zero. 

• Compute the mean of the lower envelope values 
for the whole time series.  Subtract the mean from 
each lower envelope value. 

• At this point, each lower envelope curve could be 
taken as an approximation of the clock drift for the 
associated time series. However, the effects of 

clock drift should be of the same magnitude (but 
opposite sign) in both directions. For intervals in 
which the minimum delay value is not observed, 
this clock-drift approximation for the associated 
direction will be incorrect, and the estimates of the 
clock drift in the two directions will differ.   

3. Compute a combined envelope curve that is the 
estimate of the clock drift that should be removed from 
both directions. 

• Invert one of the shifted lower envelope curves 
and compute the mean (or other combination 
function) of each of its values with the other 
shifted lower envelope curve.  By taking the mean 
of the two directions, the error for intervals in 
which the minimum delay value is not observed in 
one direction will be reduced by half.  Other 
combination functions might reduce the error 
further by taking advantage of the fact that 
congestion in the network in one direction can 
only increase the measured delay in that direction, 
and does not reduce the delay in the opposite 
direction.  

4. Subtract the combined envelope from one of the time 
series (the one whose envelope curve was not 
inverted), and add the combined envelope to the other 
time series. 

Figure 4 and Figure 5 show the result of applying a version 
of this algorithm on the time series presented in Figure 2 
and Figure 3.   The algorithm has corrected for the gross 
effects of the clock drift, and the bottoms of the time series 
curves are much flatter.  However, there is still some 
variation in the bottom of the time series curves, partly due 
to clock drift that was not removed and partly due to the 
clock drift correction.  We have not yet determined how 
much effect the clock drift correction has on our topology 
discovery algorithms, but the correction does help in 
visually comparing time series graphs. 

In this algorithm, we have assumed that the drifting of the 
clock is centered on the actual time value.  Over a long-
enough period, this is true in the case of NTP-synchronized 
monitors.  However, for monitors without NTP or other 
synchronization, the clocks may continue to drift in one 
direction indefinitely.  In this situation, the application of 
the above algorithm will result in one or both time series 
curves being shifted too far in one direction.  Depending on 
the approach used for topology discovery, this may or may 
not have negative consequences.  For an approach based on 
correlation of time series curves, such as the correlation 
method (used along with the matroid method) described 
below, the shifting has little effect, because correlation 
focuses on changes in values.  However, for an approach 
that uses the minimum delay values, such as the distance 
realization method describe below, the shifting could have a 
bad effect on the results. 



 

Figure 2.  Time series of delay measurements from monitor 
“ buzzard”  to monitor “ brooklyn” . 

 

Figure 3. Time series of delay measurements from monitor 
“ brooklyn”  to monitor “ buzzard” . 

 

Figure 4. Time series of delay measurements from monitor 
“ buzzard”  to monitor “ brooklyn”  with clock drift correction. 

 

Figure 5. Time series of delay measurements from monitor 
“ brooklyn”  to monitor “ buzzard”  with clock drift correction

I. TOPOLOGY DISCOVERY 

The goal of topology discovery is to convert raw end-to-end 
delay or loss measurements into the information necessary 
to render a graph of the network.  This information, which 
we call a net list, consists of the monitor nodes, the 
intermediate nodes along the paths between the monitor 
nodes, and the directed links connecting the nodes along the 
paths.  (Rendering the graph from the net list is a separate 
problem, not addressed in this paper.) 

We consider a set of network monitors that exchange 
packets and record one-way delays (and perhaps loss via 
sequence numbers and throughput via packet-pair 
techniques).  There is a one-way “path”  for each ordered 
pair of monitors, and there may be several “ routes”  that a 
path takes.  A “discoverable topology”  is then the set of 
routes (consisting of l inks and internal nodes) taken by 
packets between pairs of monitors.  This corresponds to a 
“ reduced graph” , which is a sub-graph of the true network.  
Portions of the network not traversed by monitoring packets 
are not discoverable, and under some conditions a set of 
adjacent links and nodes may not be distinguishable from a 
single link. 

In modeling the network, we assume that all delays can be 
associated with links, and we ignore delays that are 
associated with nodes (assuming that they can be treated as 
part of the link delays).   This model is not completely 

accurate, but it greatly simplifies the problem.  Given this 
model, there is an obvious relationship that the delay along 
a path is the sum of the delays on the links in the path.  
Thus, we can pose the following constraint on the solution: 

dXd lP +×=  

I.e., the path delays (vector pd ) are equal to the “ topology 

matrix”  ( X ) times the link delays (vector ld ) plus an error 

term (vector ).  The rows of the topology matrix are the 
paths, the columns are the links, and the elements of the 
matrix are either 1 if a link is on the path or 0 if it is not on 
the path.  

As our starting point, we investigated a family of 
approaches to solving the topology-discovery problem 
based on the above constraint.  We call these approaches 
“matrix approaches” .  If we are given only the one-way 
path delays, the problem is to solve for both the topology 
matrix and the link delays, minimizing the error.  
Obviously, there will be an infinite number of solutions to 
the problem as posed, and most will have no relation to the 
monitored network.  However, we also discovered that, 
even if we are given the topology matrix, the matrix has 
insufficient rank to solve for the link delays when links are 
assumed to be unidirectional.  (The unidirectional 
assumption is true for most of the Internet; an exception 
would be an all-Ethernet network).  One practical matrix 
approach is to use the above equation to evaluate the 



goodness of a topology in modeling the measured end-to-
end delays.  In this case, all variables are given except the 
error terms; the magnitude of the error indicates the 
goodness of the topology. 

Other approaches we have investigated attempt to solve the 
topology discovery problem by decomposing the problem 
in different ways, producing intermediate results.  Several 
options for decomposing the problem are shown in Figure 
6. Two main forms of intermediate results are identification 
of the paths that share common components (links), which 
we call the common component matrix; and the 
identification of all links on the paths without determining 
their order, which we call the path component matrix.   

The remainder of this paper will describe specific 
approaches that we believe can produce useful results.  The 
“Distance Realization Method”  produces the net list 
directly from the input data (Solution F in Figure 6).  The 
“Correlation Method”  produces the path component matrix 
from the input data (partial solution D in Figure 6).  The 
“Matroid Method”  starts from the path component matrix 
and produces the net list (partial solution C in Figure 6); it 
follows the “Correlation Method”  to produce a complete 
solution (DC) to the problem. 
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Input
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D E

CBA

Solutions:  F, DC, AE, ABC  

Figure 6.  Decomposing the topology discovery problem. 

II. DISTANCE REALIZATION METHOD 

One of our topology discovery methods is based on 
distance matrix realization.  The distance realization 
problem is, given a symmetric, nonnegative matrix M that 
satisfies the triangle inequality ( ikjkij mmm ≥+ ), find an 

undirected graph G, with nonnegative lengths assigned to 
its edges, so that M is the distance matrix between some of 
G’s nodes.  In particular, we look at the problem of finding 
a distance matrix realization of minimum total edge length.  
This relates to the Felix topology realization problem if we 
consider M to be the matrix of monitor to monitor 
minimum total delays, and we want to find a graph with 
delays assigned to each link, so that the sum of the delays 
along the monitor-to-monitor route will equal the entry in 
M.  We must make several simplifying assumptions: 

1. We assume that the delays are symmetric.  This is 
probably a bad assumption if we include queueing 
delay, but not so bad if we take minimum delays, 
assumed to be transmission delays only.  This also 
requires that all l inks be bi-directional.   

2. We assume that the routing between the monitors is 
minimum-delay routing. 

3. We implicitly assume that the matrix of delays is 
accurate. 

We choose the graph of minimum total edge length to try to 
select the simplest possible solution that fits the data and to 
avoid overly dense graphs.  We also want to avoid having a 
complete graph, with a direct l ink between each pair of 
monitors, which can fit any minimum delay matrix.  It can 
be shown that if there is a realization that has a bottleneck 
edge, a link over which all traffic from one set of two or 
more monitors to the remaining set of two or more monitors 
must pass, then the minimum total length realization will 
have a bottleneck edge between the same two sets of 
monitors. 

The problem of finding a minimum total length distance 
matrix realization has been previously studied, and found to 
be NP-hard [2].  Fan Chung of Telcordia and UCSD has 
recently discovered that the problem is also very sensitive 
to its data, in that if a matrix M has a sparse realization G, 
there will be arbitrarily close matrices M’  whose 
realizations must be substantially denser, and have total 
length greater by a factor on the order of the number of 
monitors [3].  Inaccurate delay measurements may lead to 
this situation of dense matrices; thus, our assumption 3 
above. 

We have developed a heuristic algorithm for this problem 
based on the idea of local improvement.  An initial 
complete graph is constructed with the edges between each 
pair of monitors the minimum delay measured between the 
monitors.  Local transformations are performed that reduce 
the total length of the edges in the graph while maintaining 
the distances between the monitor nodes.  The algorithm 
has 3 phases: 

1. Replace all triangles in the graph with “Y”  shapes, with 
edge lengths chosen to maintain the required distances.  
A “Y”  shape that maintains the distances has half the 
total length of the original triangle. 

2. Replace “V”  shapes, two edges incident on a common 
node, that do not lie on a common shortest path 
between monitors with a “Y”  shape of lesser total 
length. 

3. Remove any edges that can be removed without 
increasing distances between monitors.  Merge any 
serial edges that result.  E.g., in Figure 7, after the 
removal of the edge between nodes F and G, the edges 
between nodes E and F and between nodes F and J can 
be merged into a single edge between nodes E and J. 

These transformations are illustrated in Figure 7.  If the 
third phase makes any changes, the second and third phases 
are repeated until no more changes are made. 
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Figure 7.  Total edge length reducing transformations. 

A complete example, based on simulation with an internet-
like graph, is shown in Figure 8 and Figure 9.  The example 
highlights the following results: 

• As expected, bottleneck edges (cut-edges) are found. 

• Triangles are never found (due to the first phase of the 
algorithm). 

• Isolated 4-cycles are found. 

• Sets of two edges that together join one group of 
monitors to the rest are sometimes found. 

• More complicated structures are not reliably identified, 
probably both because the algorithm is a heuristic, and 
because the actual network is not a minimum-length 
realization itself. 

We have investigated several variants of this algorithm [3], 
such as starting the algorithm with a different initial graph 
(closer in some respect to the solution); or iterating the 
algorithm, adding information about one more monitor with 
each iteration.  These approaches have not produced 
consistently better or worse results than the original 
algorithm.  

III. CORRELATION METHOD 

The correlation method attempts to determine the links in 
the network by correlating the end-to-end delay 
measurements of different monitor pairs over time.  The 
desired result of the correlation method is identification of 
the links on each of the paths.  Another method, the 
Matroid Method, described in the next section, completes 
the topology discovery process by determining the 
connectivity of the identified links. 

 

Figure 8.  Initial Internet-like graph used in simulation 

 

Figure 9.  Reconstructed graph using heuristic algorithm on 
simulated minimum end-to-end delay measurements. 

The input to the correlation method is end-to-end delay 
measurements between monitors taken periodically over a 
long interval of time (e.g., several hours or more).  Cross 
correlation of the measurements on different paths is 
performed over windows (e.g., several minutes of 
measurements) within the long time interval.  The resulting 
correlation coefficients form a time series (with values 
varying between –1 and 1) for each pair of paths.  We posit 
that the peaks in a correlation time series correspond to 
times when a congestion event caused similar variations in 
the delays on both paths.  If there are enough peaks of high-
enough magnitude, then we hypothesize that the two paths 
share common links.  (Selecting the thresholds for enough 
peaks and high-enough magnitude is still an open issue.)  
When two or more correlation time series have peaks at 
many of the same times, we hypothesize that the associated 
paths share common links. 



Because delay measurements are not taken at fixed 
intervals, the first step in the correlation method is to 
convert the time series for each path into a time series with 
values at fixed intervals.  The same starting time is used for 
each path so that the values on different paths are 
synchronized.  We select the interval size such that at least 
one measurement is expected in each interval.  We compute 
a single value for each interval based on the measurements 
that fell within that interval (e.g., we take the mean of the 
measurements).   

The next step in the correlation method is to compute the 
correlation coefficients for each path pair in each time 
window in the data collection interval.  Within each 
window, the correlation coefficient is computed using the 
following cross-correlation function: 
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The window size  (T ) selected depends on the expected 
duration of congestion events.  Windowed correlation can 
be repeated with several different window sizes.  An 
example of windowed correlation is shown in Figure 10. 

 

Figure 10.  Example of windowed cross correlation.  The lower 
curve is one of the delay time series. 

Next, we examine the peaks in the correlation time series.  
There are peaks in a correlation time series for each time 
window where there is a positive correlation between the 
delays along the respective paths.  By matching peaks on 
the different correlation time series graphs, we can 
determine which paths share a common link.  Initially, each 
pair of paths that have a correlation time series with peaks 
is given its own group.  Merging groups for which the 
correlation time series has peaks at the same times creates 
new groups.  After all possible merging has been 
completed, each group corresponds to a link in the network, 
and the paths that cross the link are the paths for which a 
correlation time series is a member of the group.   

An idealized example of identification of groups is shown 
in Figure 11.  Note that the correspondence between peaks 
in different correlation time series must be observed several 

times over the total measurement period for groupings to be 
made.  Otherwise, the correspondence might just be 
coincidental.  For example, in Figure 11, the group labeled 
“Group 1”  might actually be congestion events on the links 
for Groups 4 and 5 that happen to occur at the same time.  
The identification of Group 2 or Group 4 might not be 
made if the peaks only occurred once during the entire 
measurement interval.  Also, for real data, the correlation 
coefficient will not have the discrete values 0 and 1.  It will 
range anywhere between –1 and +1.  If, for a correlation 
time series, there are many windows with negative 
correlation coefficients as well as many with positive 
correlation coefficients, then the paths may actually not 
have any links in common; the peaks in the graphs are 
probably coincidental.  Much additional work is necessary 
to determine thresholds for creating and merging groups. 
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Figure 11.  Identifying paths with common links from correlation 
time series. 

IV. MATROID METHOD 

The matroid method starts from the unordered lists of l inks 
on each path (the path component matrix) and produces the 
full topology (the net list).  It may occur that the path-link 
information does not uniquely determine the topology.  The 
matroid method is so named because it has some relation to 
the solved problem of finding a graph that realizes a given 
graphic matroid.  We won’ t get into any further details of 
matroids or matroid realization, other to say that our 
method makes use of features of IP routes not necessarily 
present in matroid realization. 

For some purposes it will be more convenient to deal with 
undirected cycles in a graph rather than with directed paths, 
so we will imagine an additional vertex S, adjacent to all of 
the monitors.  Each monitor-to-monitor path in the original 
(unknown) topology now corresponds to a cycle in this 
extended (still unknown) graph.  A cycle is an example of 
an eulerian graph, a graph everywhere of even degree.  
Such a graph can be decomposed into a union of undirected 
cycles.  As the symmetric difference of two eulerian graphs 
is another eulerian graph, our original paths generate a 
whole family of eulerian subgraphs of the actual topology, 
although not necessarily all of them.  If we represent a 
subset of the links as a 0-1 vector, this family of eulerian 
subgraphs corresponds to a vector space over the integers 
modulo 2.  We will use this in the second and third steps of 
our method. 



In the first step of our method, we make use of the fact that 
paths to a common destination form a directed tree.  For 
each monitor M we reconstruct such a tree just using the 
relationships between the paths to M.  It is likely that 
several links may lie in precisely the same set of these 
paths, so each edge of the tree will correspond to an 
unordered set of links.  We will call one of these sets of 
links a piece.  Each piece has a set of paths to M.  The 
pieces adjacent to the root will correspond to links that lie 
in maximal sets of paths to M.  If these maximal sets of 
paths overlap, our data is in error; these paths don’ t 
correspond to simultaneous IP routes.  The remaining 
pieces are placed similarly, so that the head of one piece p 
is attached to the tail of another piece q, whenever the set of 
paths to M for p is a maximal subset of the set of paths to M 
for q. 

In the second step of our method, we try to identify interior 
nodes of these trees with either interior nodes of other trees, 
or locations inside pieces of other trees.  For every tree T, 
we compare every node v in T with every tree T’  ≠ T.  If, 
using our linear algebra, we conclude there is an eulerian 
subgraph containing the path in T from v to the root of T 
and then S, and some subset of l inks from T’ , this will be a 
single undirected cycle consisting of a directed path P in T 
and a directed path P’  in T’ .  P’  will consist of a possibly 
partial piece, followed by a sequence of entire pieces 
leading to the root.  If this first piece is partial, we can split 
it with a new node w into two pieces, with the links on the 
path being on the piece closer to the root.  In this case we 
identify v with w.  Otherwise we identify v with the tail of 
this first piece. 

In the third step of our method, we look to see if any pieces 
from different trees have precisely the same sets of l inks.  
We can identify the tails of these pieces (with each other), 
identify the heads of these pieces, and identify the pieces 
themselves.  This may generate new information about 
eulerian subgraphs, in which case we update our linear 
algebraic information, and return to our second step. 

The fourth step of our method makes additional 
assumptions about the topology and routing that are not 
guaranteed for IP routing, and so we have an option to skip 
it.  We look for two different pieces, with a common tail (or 
head node v), whose link sets overlap.  We assume that the 
set of links they have in common forms a single subpath 
starting (or ending) at v.  We replace the two pieces with 
three pieces, one containing the overlap, and one each for 
the disjoint sections.  If any changes are made here, we loop 
back through the second and third steps until no changes are 
made.  Our assumption would follow if, for example, 
routing had been done by shortest paths with consistent tie 
breaking, but we don’ t need this kind of routing.  We hope 
that the pieces will be small enough at this step that our 
assumption is rarely violated. 

Steps with stronger assumptions were considered, but, in 
the examples where their assumptions hold, they did not 
contribute much in reducing the pieces to single links. 

In order to make the results easier to interpret, we finish the 
method off by replacing the pieces by clouds.  An 
overlapping set of pieces is represented by a single cloud, 
which contains all of the links of the pieces, and all of their 
nodes.  A piece containing just a single link, which doesn’ t 
overlap any other pieces, gives a link in the final output.  A 
piece containing more than one link, but doesn’ t overlap 
other pieces, gives a cloud with just two nodes. 

Figure 12 and Figure 13 demonstrate the matroid method 
applied to edge information for a known graph.  The 
algorithm correctly identifies the connectivity of the edges.  
In the reconstructed graph, many of the intermediate nodes 
are split.  Split nodes occur when the directed nodes into 
and out of a node can be partitioned into two sets such that 
all paths through the node use edges from just one of the 
sets.  In this situation, the algorithm identifies a separate 
node for each of the sets and is unable to determine that the 
nodes are actually the same. 

 

Figure 12.  Initial Internet-like graph used to produce inputs to 
matroid method. 

 

Figure 13.  Reconstructed graph using matroid method. 



V. CONCLUSIONS 

In this paper, we described an overall model for the 
problems of topology discovery and performance 
assessment.  From data collection to rendering of the 
discovered topologies, the problems can be approached in 
many ways, making the area rich with topics for research. 
We described the problem of clock drift with respect to 
one-way delay measurements and presented a method for 
removing its effects.  We also presented several specific 
approaches for solving or partially solving the topology 
discovery problem: 

• The matrix method is useful in evaluating the goodness 
of a given topology in matching measured data. 

• The distance realization method is a graph-theoretic 
method that performs transformations that reduce total 
edge lengths while maintaining the given end-to-end 
delays. 

• The correlation method uses time-dependent delay 
information on different paths to find common path 
components. 

• The matroid method is a graph-theoretic method using 
combinatorics of cycles and trees that complements the 
correlation method by computing the network topology 
from the path components. 

These methods make different assumptions and have 
various limitations.  Much additional research will be 
needed to solve the general problem.  
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